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A Comprehensive Technology Model for an Inventory Planning and Management System 
Incorporating End-to-end Logistics and Supply Chain Monitoring and Management 

 
This paper will describe comprehensive methods and technologies for constructing a secure 
fault-tolerant inventory demand planning and management system with end-to-end supply chain 
monitoring and management. All of the ideas and concepts in this paper were born upon ideas 
and concepts of others, generously and freely shared over many years of a career thinking about 
electro-optics, semiconductors, bipolar transistor modeling, digital and analog circuit design, and 
simulation, VLSI chip designs, microprocessors, design and implementation of a Silicon 
Compiler and its underlying Differential Cascode Current / Voltage Switch circuit technologies, 
and of course computer architecture and VLSI Chip / System Advanced Power Management, 
showcased in IBM’s Green Machine (*)(1,2) in the early 1990s - Best of Show at Comdex in 1992. 
Armed with those gifts, the underlying designs and implementations 
described in the paper evolved and the author accepts full responsibility for 
their correctness and value. All have been used in technology consulting 
projects to help client companies build their own Inventory Planning, 
Management, and Supply Chain Monitoring and Management Solutions, 
using just software as well as assisted by unique hardware when required. Any business with a 
supply chain can develop a comprehensive software-only method to monitor and manage it from 
end-to-end, and if needed and value justified, incrementally enhance that software solution with 
real-time data from add-on cost-effective hardware in the field. 

Fundamentally, this is an Inventory and Logistics Management System that resolves inventory 
demand to shelf-level resolution across the many shelves of a far-flung enterprise, procures the 
inventory, identifies and reserves inventory second sources, monitors the critical aspects of the 
inventory journey from its source to the target shelves, and in the case of retail inventories, to the 
point-of-sale terminal and into the hands of an end customer.  

Underlying every aspect of this end-to-end Inventory Management System is data. Specifically, 
the timely aggregation and sharing of critical pieces of data, such as cargo’s geospatial location, 
coupled with its well-being status as it moves through the supply chain from its point of origin to 
its point of consumption. Such a Secure Data Sharing Model is the keystone to a successful 
Inventory Demand Planning and Logistics Monitoring and Management System. 

Fortunately, there's a well-established Secure Data-Sharing Technology that has been recently 
rediscovered and is gaining widespread acceptance (3), which provides the perfect backbone for 
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an easy-to-use, easy-to-deploy, and easy-to-manage Inventory Planning and Logistics 
Monitoring Solutions: Blockchain.  

Blockchain is widely thought of as being developed by and for Bitcoin in 2008 by Satoshi 
Nakamoto (4). Although this is essentially true for what’s now known as Public Permissionless 
Distributed Ledgers (5) used by many cryptocurrencies, many of the underlying technologies, 
Merkle Trees, Point-to-Point Networks (P2P) (6), Keyed Encryption and Decryption (7,8), Secure 
Hash Algorithms (SHA-1) (9), Secure Blockchains, and others were developed and demonstrated 
in the 1990s. A full implementation of “blockchain” was demonstrated in the mid-1990s for 
Electronic Document Management in a startup venture in Boca Raton, Florida.  

The business of this Electronic Document Management Venture was fundamentally to convert 
paper documents into secure digital documents. This required that each page of the paper 
document be digitized, text and images, and securely stored in the venture’s data center where it 
could be accessed by the owner or anyone the owner authorized. Access required explicit 
permission, intrinsic authentication, and a link to its predecessor document version. Blockchain 
was the perfect solution: encrypted blocks of data, each containing a document's contents, 
intrinsically hash-authenticated and implicitly linked to its predecessor block. Simplistically, a 
Blockchain block is a file containing data, i.e., text, images, etc., that is secured and encapsulated 
consistent with the Blockchain block framework.  

The venture’s Document Management Process begins with an original document received from a 
client, a Hash Code Fingerprint (9) being generated for its text content and the text content with 
its Hash Code Fingerprint being encrypted (9) and stored in the venture’s Document Management 
Repository. Every Blockchain block has two Hash Code Fingerprints, the Hash Code for “its” 
text content used for authentication and the Hash Code “From” 
Fingerprint of its Blockchain predecessor block. The Hash Code 
Fingerprint and the Hash Code “From” Fingerprint are the same in the 
first block in every Blockchain. A single-block Blockchain is born!  

Hash is the application of an algorithm to an arbitrary text, arbitrary length and 
characters, that generates the exact same unique sequence of characters each time it's 
applied. SHA-1 for example, generates a 160-bit Hash Code, 40 characters in 
hexadecimal, for whatever text it’s given, this sentence, this paragraph, or this entire 
paper will all produce a 40-character unique result. Hash is not intended to be reversed! 

Original unencrypted text: (     Immutable Document Scope of Work   First Pass) 

Original Text SHA-1 hash (9) :  c8e3651b44d72ab3b165c1209fd658e86011e6e5 

Altered unencrypted text: (     Immutable Document Scope of Work   Xirst Pass) 

Altered Text SHA-1 hash (9) :  5213537b6ae9aecc79432c72f4f4e0a8733e947b 

Encryption is simply the conversion of a target text into another form, typically readable 
into unreadable. Simple Caesar Cipher (10) encryption, for example, shifts each character 
in a target text by a number of alphabetic positions. When using the English Alphabet, (6) 
would change every (a) in the target text to (g). That would change “a girl” in the target 
text to “g moxr.” The (6) is what is known as the encryption key. Encrypted text can be 
decrypted to reveal the original text using the encryption key to reverse the alphabetical 
shift by the same number of positions. 
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Note that images, PNG, JPEG, etc., are ignored by typical Hash Code generators. SHA-
256 Hash Code generators, for example, simply 
translate embedded images as spaces in the text. 
This does not preclude using embedded barcodes 
that consist of both an image and text, typically the 
barcode number, for example, the 0192837465 in 
the illustration. The Hash Fingerprint in the 
Blockchain block will continue to function as designed and the barcode within the 
Blockchain block text will also continue to function as designed, it can be scanned by a 
barcode scanner. Actual image hashing is a complicated topic that won’t be covered in 
this paper other than to say image hashing is largely used to verify that two images are 
similar enough to be considered unaltered. 

 

 

 

An important point about using a Private Data Sharing Network to manage assets like 
pallets, parcels, or anything else moving through a supply chain is that each Data Sharing 
participant can use whatever technology or method they choose to identify and track it. 

To continue describing the process, that first document in the Blockchain can be securely 
accessed by an authorized person and be unencrypted to reveal its text and Hash Code 
Fingerprints. That person authenticates the text in the retrieved block by “re”-generating a Hash 
Code for its text and comparing it to the block’s retrieved Hash Code Fingerprint. If the two 
Hash Codes match then the block text content is considered authenticated. If the block’s text-
content is modified and is then added to the Blockchain as an updated version of the first 
document, a new Hash Code is generated for the modified content and the block is saved in the 
Blockchain with its Hash Code Fingerprint, the Green Bar in the illustration, and the “From” 
Hash Code associated with the first block, the Red Bar in the illustration. Each subsequent block 
content modification will follow the same process and add additional linked blocks to the 
Blockchain. This is an example a Permissioned Blockchain (11) whose blocks can only be 
accessed by using the Blockchain’s Permission credentials. 

What’s significant is one: the algorithm generates the exact same Hash Code every time the 
algorithm is given the “exact” same text and a completely different Hash Code when given a text 
with even the slightest difference, so Authentication is foolproof, two: unlike 
encryption/decryption, reversing a Hash Code to reveal the original text that generated it cannot 
be easily accomplished algorithmically and only “potentially” with time and resource intensive 
trial and error methods. That said, smart people have developed various sophisticated methods 
and software to quasi-reverse Hash Codes, that is, reveal the contents of a Blockchain block, 
albeit possibly not perfectly (12). The cat-and-mouse game is never-ending, especially with better 
and better Artificial Intelligence and Quantum Computing on the horizon. 

Ultimately, the answer is to make intrusions as difficult as possible and as unrewarding as 
possible. Satoshi Nakamoto’s Bitcoin introduced the distributed Blockchain Distributed Ledger, 
which made clandestine Blockchain block access and data corruption significantly more difficult 
for cryptocurrency use. Although the Blockchains discussed and described in this paper for 
Inventory Planning and Management, Logistics, and Supply Chain Management, referred to as 
Supply Chain Blockchains, are not Bitcoin Distributed Ledgers, they do embrace similar security 

This	is	a	text	barcode	that	might	be	embedded	0192837465	in	a	Blockchain	block.	

This	is	an	image	barcode	 	
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techniques, e.g., they are naturally widely distributed and replicated simply due to the far-flung 
nature of their users and their individual secure blocks naturally only hold minimal time-relevant 
snapshot data.  

Supply Chain Blockchains are constructed and distributed across dynamic “Ecosystems” 
comprised of parties that want to securely share private data between themselves to 

further their mutual business interest for as long as their interest intersects. 
Supply Chain Blockchains are very different from the Distributed Ledger Model 

as they result in a number of discrete, linked, dynamic Ecosystem Blockchains 
with random and redundant distributions of their blocks. Each Blockchain reflects 

the changing intersection of interest between Ecosystem participants. Supply Chain Blockchains 
are dynamically constructed with blocks of data that have a mutual interest for the Ecosystem 
participants that share and retain copies of them. Each Blockchain block creator sets the 
blockchain block sharing rules for the blocks they create. Supply Chain Blockchains will be 
illustrated later in this paper. 

A Blockchain can be initiated by any participant in any given Ecosystem simply by creating an 
initial block and identifying the Ecosystem or systems it’s to be shared 
with, i.e., providing access keys to all or selected Ecosystem 
participants. The Blockchain creator, any Ecosystem participant, 
constructs the first block in the Blockchain and gives permission to other 
selected participants in the Ecosystem to access it and respond, e.g., add 
a connecting block to the Blockchain. Permission here means sharing the block’s private 
passcode so that when used with the already distributed public passcode, the block can be 
decrypted to reveal its contents.             

Ecosystems are dynamic and essentially unstructured other than each of its nodes has both Data 
Sharing Network Software installed and is accessible through a secure Peer-to-Peer connection. 
Ecosystems are self-annealing, a term typically used for placing circuits on a VLSI Chip such 
that the wires connecting them are uniformly distributed across both the X and Y axes of the 
chip. That typically means the minimum number of X and Y crossings. In Ecosystems, the value 
of sharing specific private data is reaped by the block creator and only the relevant and 
permissioned Ecosystem connections at any time. Ecosystem participants can come and go, 
change what data they share with specific participants, and arbitrarily grant and remove data-
sharing Permissions for specific ecosystem parties or an entire ecosystem at any time, for any 
reason. Ecosystem participants are motivated to remain connected and contribute to each 
Ecosystem simply on the dynamic value proposition for them.  

Structurally, Data Sharing Network Software is composed of a Data Sharing Manager, a 
Blockchain Block Manager, a Blockchain Database Manager, and a disjoint Ecosystem 

Transaction Manager. The Data Sharing Manager constructs and manages the 
network node’s dynamic Ecosystems, their peer-to-peer connections, and 
their secure communications. A Cargo Container Aggregator, for example, 
might have several Ecosystems defined, each with a particular group of 
business partners having a specific business need to share and receive 

private data. Many times, these dynamic Ecosystems overlap in the context of 
their participants and their nodes might have multiple Ecosystems active. The Blockchain 
Database Manager can use Neural Network Artificial Intelligence (AI), elaborated upon later in 
this paper, to assist the node’s management of its Ecosystem's participants and can independently 
assess the potential contributions of both qualified but not yet included registered participants 

Data Sharing
Network
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and new non-qualified participants that might add value to a particular Ecosystem’s business 
objective. Ecosystems can be configured to use a variety of different Blockchain distribution 
models, from the Simple Distributed Blockchain model, described next, to the Virtual Ledger 
Blockchain model described and used later in this paper, or several other models driven by the 
imagination and specific needs of the Ecosystems they service.    

An example of a Simple Distributed Blockchain for a Cargo Container Aggregator is illustrated 
here and discussed to help better clarify how the 
Data Sharing Manager functions. In this example, 
the Cargo Container Aggregator uses its network’s 
Data Sharing Manager to share requirements for 
cargo containers with an Ecosystem set up specifically to 
aggregate various types of available cargo containers in a 
targeted region of the world. The first block of the 
Blockchain, blue in the illustration, is sent to the other 
participants of the selected Ecosystem, three in this 
example. At this point, all the Ecosystem participants, including the Cargo Container 
Aggregator, have a copy of the single block Blockchain saved in their private Data Sharing 
Database, four in all. All three targeted Ecosystem participants respond to the request for 
available containers specified in the first Blockchain block, after authenticating its contents, by 
adding a block to their Blockchains that each of their Data Sharing Managers shares with the 
Cargo Container Aggregator. At this point, there are four Blockchains, one at each of the 
targeted Ecosystem participant's node, with two blocks, the first Blockchain request block and 
their reply blocks, and one at the Blockchain’s originator’s node with four blocks, the first 
Blockchain request block and the three reply blocks added by the Ecosystem participants. Each 
of these Blockchain blocks is linked to the same predecessor block with its from Hash 
Fingerprints, the purple, green, and red connectors in the illustration.   

The Cargo Container Aggregator Blockchain originator responds to the contents in each of the 
second reply blocks in the Blockchain by adding another block to each, framed by blue in the 
illustration. Those additional blocks are each shared with its relevant Ecosystem participant’s 
node where they are added to their Blockchains. Now, the Cargo Container Aggregator 
Blockchain has seven blocks and each Ecosystem participant’s Blockchain has three blocks. To 

complete the description of the illustrated 
Blockchain, one of the Ecosystem participants 
doesn’t reply, i.e., doesn’t add another block to its 

Blockchain. The other two Ecosystems participants do reply 
by adding another block to their respective Blockchains. At 
this point in the example, there are still four Blockchains, 

two Ecosystem participants with four blocks in each and one 
Ecosystem participant with just three blocks, and the Cargo Container Aggregator Blockchain, 
now with nine blocks, reflected in the illustration. The Smart Contract (13) notation in the last two 
blocks of the first two Ecosystem participants is intended to illustrate a potential action that 
might be initialed by the Data Sharing Managers of which there are many possible but won’t be 
further elaborated upon in this paper.   

Cargo Container Aggregator’s Blockchain  

The Second Ecosystem Participant’s Blockchain 

The Third Ecosystem Participant’s Blockchain 
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To continue describing the structure of the Data Sharing Network Software it might be best to 
describe each of its elements in terms of inbound and outbound 
communications, i.e., Blockchain blocks sent to other Ecosystem nodes, 
and inbound, Blockchain blocks received from other Ecosystem nodes. 

The Blockchain Database Manager, the three blocks outlined in gold in the above illustration, 
provide the node's Data Sharing Network Graphical User Interface, the GUI. The 
GUI is a critical and complex technology in its own right. It and its user 
considerations will be covered in more detail later in this paper, along with the 
details of the translucent track-ball-like three-dimensional GUI pictured here. 
For now, that GUI reflects two principal GUI considerations: users should never 
get lost and should never be more than three clicks away from where they want to 
be.  

To repeat, Data Sharing Networks share private data between Ecosystem participants to further 
their mutual interest. The GUI is where the data and text for Blockchain blocks is collected, 

including data entered through the GUI and gathered from 
sources outside the Data Sharing Network Software using Open 
Database Connectivity, ODBC (14), and Java Database 
Connectivity, JDBC (15). The GUI is also where the Data 

Sharing Network Node’s Ecosystems, plural, are set up, along with each Ecosystem participant's 
Peer-to-Peer Connection information and Public Passcode, all stored in the secure Ecosystem 
Manager Database. The Public Passcodes are either algorithmically generated or taken from GUI 
input. The Ecosystem Manager manages the distribution of those Public Passcodes to the nodes 
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of its various Ecosystems as required. The node’s Ecosystem model includes the rules for how 
and when each Ecosystem participant participates in Data Sharing.  

This same GUI is also where data is gathered to train the Ecosystem AI Assistant to make 
dynamic Ecosystem participant inclusion and exclusion suggestions from all the participants 
available in the Ecosystem Manager’s Database. After its initial creation, the AI Assistant 
continues to monitor and gather real-time data from active Data Sharing to enhance its 
capabilities for making those participation suggestions. Based on the nature and content of the 
initial Blockchain block, the AI Assistant might suggest the inclusion of a participant in an 
Ecosystem not already included based on the added value to the Blockchain’s objective. Again, 
the AI technology will be described in detail later in this paper. 

The Blockchain Block Manager encapsulates the data from the Blockchain Database Manager in 
a Blockchain block, creates the block’s Private Passcode, generates the 
block’s Hash Fingerprint, and encrypts it all using the combined Private 
and Public Passcodes. Note that the “from” Hash Code and the block’s 
Hash Code are the same for every First Blockchain block as it is its own 
origin and has no preceding block. All other Blockchain blocks follow 
the normal rules for blocks with both a “from” Hash code, pointing to 
their predecessor block, and its own Hash code for the next block to reference. The encrypted 
block, its Private Passcode, and the Ecosystem participant's Peer-to-Peer Connection information 
are delivered to the Data Sharing Manager. 

The Data Sharing Manager establishes the Peer-to-Peer connection with the permissioned 
Ecosystem participants and delivers the encrypted Blockchain block to each. This initial 
distribution might even include Ecosystem participants that are non-permissioned, depending on 
how the node’s Ecosystem Model was set up. Non-permissioned Blockchain blocks are normally 
distributed to non-permissioned Ecosystem participants with only the block’s Hash Fingerprint 
for Blockchain association and block linkage. Non-permissioned Blockchain block recipients are 
not included in the Private Passcode distribution. The Data Sharing Manager delivers the 
Ecosystem participant’s Peer-to-Peer Connection information and the Blockchain block’s Private 
Passcode to the Ecosystem Transaction Manager for the Permission Ecosystem participants. 

In parallel with the Data Sharing Manager sending the encrypted Blockchain block to a 
Permissioned Ecosystem participant, the Ecosystem Transaction 
Manager establishes a separate Peer-to-Peer connection to that 
participant’s node to deliver the Blockchain block’s Private Passcode. 

For inbound traffic, the Data Sharing Manager validates the 
sending Ecosystem Data Sharing Manager. Upon 
validation, the Data Sharing Manager receives the 
Blockchain block. When the Blockchain block's private 
passcode isn’t included, the Data Sharing Manager authorizes 
its Ecosystem Transaction Manager to connect to the Ecosystem participant’s Ecosystem 
Transaction Manager to request it. If the sender's Ecosystem Transaction Manager refuses the 
Private Passcode Request, the Blockchain block is sent to the Blockchain Block Manager as a 
non-permissioned Blockchain block. If the Private Passcode is received, it and the Blockchain 
block are sent to the Blockchain Block Manager as a permissioned Blockchain block. The Data 
Sharing Manager sends an acknowledgment to the Ecosystem participant's Data Sharing 
Manager. 
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The Blockchain Block Manager retrieves the Public Passcode for the Ecosystem participant 
sharing the Blockchain block from the Ecosystem Manager. If the Blockchain block is received 
with a Hash Code Fingerprint, then both are sent to the Blockchain Database Manager. 
Otherwise, the Blockchain block is decrypted using the combined Private and Public Passcodes 
and authenticated with its revealed Hash Code Fingerprint. Upon validation, the Blockchain 
block is re-encrypted and delivered to the Blockchain Database Manager with its revealed 
“from” Hash Code. 

The Blockchain Database Manager receives the Blockchain block from the Blockchain Block 
Manager, along with its accompaniments, Private Passcode and or exposed Hash Code 
Fingerprint, i.e., “from” Hash Code. The Blockchain block and its accompaniment are saved in 
the Blockchain Database, such that what blocks it links to in the Blockchain are implicit. The 
Data Sharing Network node can be set up in a variety of different configurations, somewhat 
arbitrarily, by the Data Sharing Network Administer. To illustrate the Blockchain links, 
particularly the non-Permissioned block links, two such 
configurations are illustrated here. Many are possible. 

 

 

As mentioned a few times earlier in this paper, Neural Network Artificial Intelligence, AI, plays 
a key role in the software and potentially hardware used to create cost-effective Inventory 
Demand Planning and Management, as well as Supply Chain Monitoring and Management 
solutions. Neural Network AI was a hot topic of research in the 1950s and IBM Research (*) had 
many related projects, that were spawned in those early days that persist today. The author was 
introduced to the Neural Network AI concept in the late 1970s while working on the 
development of algorithms to generate binary decision tree solutions for the Differential Cascode 
Current Switch Bipolar Circuit Family and later the Differential Cascode Voltage Switch CMOS 
Circuit Family (16,17). Fundamentally, a single cascode tree of ‘n’ levels can solve any Boolean 
equation of ‘n’ variables. Circuit and process limitations aside, a 32-level cascode tree can solve 
any 32-variable Boolean equation. The resulting 32-level cascode tree can be 

optimized for the fewest number of switches, 
transistors, and or the fewest number of sub-
trees that reflect the limitations of the chosen 
circuit technology and fabrication process. New 
research is underway trying to demonstrate the 
compilation of a 32-bit clocked RISC microprocessor 
from a mass of transistors that can be dynamically interconnected, 
between clock cycles, to solve different pieces of a large problem. No 

fixed logical constructs like Arithmetic Logic Units or even random Dynamic Memory bits. That 
analogy bore some fruit when looking at huge microprocessor tree solutions, sixty plus variable 
levels high, when trying to decide where variables might be best placed within the tree structure 
to achieve specific goals like fewest pairs, fastest path, minimized crossings, etc. which won’t be 
discussed further here. 

Since AI is a central theme for this paper, we’ll begin with a short high-level AI tutorial for 
readers who may not be deeply versed or confused by what AI is. AI is a term used to describe a 
myriad of mathematical and software techniques used to assist computers in finding solutions for 
complex problems. This paper will use the term AI to refer to Neural Networks and AI-driven 
algorithms that rely on historical data posed against real-time data to perform tasks.  
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First let me acknowledge 3blue1brown (18), by Grant Sanderson, and "Neural Networks and Deep 
Learning”, by Michael A. Nielsen, as excellent resources for understanding neural networks and 
the mathematics behind them. Much of the material here was derived and even cloned from the 
3blue1brown video series. Those videos and this paper reflect what’s now considered “early” 
neural network concepts and don’t try to describe the current state-of-the-art, notably OpenAI 
and “Generative AI” (19). The intent here is to describe neural networks to the extent necessary 
for readers to appreciate their complexities, awesome power, and limitations. 

An easy way to appreciate neural networks, as well as to illustrate the kinds of problems they are 
best suited for, is to examine how a neural network distinguishes one handwritten integer from 
another. The neural network pictured below illustrates a classic neural network for solving this 
problem.    

 
The first step in developing a neural network is to describe its structure. This begins by defining 
a comprehensive, reliable, and persistent method to characterize the input data that can 
unambiguously drive the neural network’s “input layer,” the blue circles in the above illustration. 
This may seem obvious and straightforward. It’s not. It is intricate and critical and should 
become apparent as our neural network description develops. In this example, the input structure 
is a “fixed” dot-matrix, 28 dots by 28 dots, representing the pixels of a display. When a 
handwritten integer is displayed on a screen, the pixels, i.e., dots, vary in intensity from “bright” 
where the handwritten integer is full-on to less bright at the integer’s edges and dark for pixels 
that are not involved in the integer’s display. These pixel variations can be represented with 
values between 0 for dark and 1 for bright, with values like 0.8 and 0.7 at a character’s edges. 
Each different, handwritten ‘3’ that might be displayed will result in different values for many of 
the pixels in the matrix. This translates to 28 pixels x 28 pixels or 784 inputs varying between 0 
and 1 for the neural network’s input layer to pass to its hidden layers, the greenish-gray circles in 
the illustration. 

The Neural network hidden layers are where everything happens! Unlike traditional algorithmic 
software, where every section of code is written to carry out a specific well-defined task, hidden 
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layers, and their neurons, are not. What the hidden layers and their neurons do is not directly 
revealed to the neural network developer other than to provide a weighted response to known 
training data in the hope that it responds similarly, correctly, to data it has never seen before. 
That would defeat their purpose! Even the number of hidden layers is somewhat arbitrary. That 
is the magic and beauty of neural networks. Hidden layers are recursively trained by the data 
presented to the network input layer to yield a desired output at the output layer. The pixel values 
of thousands of handwritten numeral 3's are presented to the input layer to train the network 
output layer neurons to recognize them as variations of handwritten 3's. Continuing the display 
analogy, the output layer 3-neuron will be the brightest output layer neuron of its ten neurons. 
With that, a new, never seen before, handwritten number 3 should also result in the output layer 
3-neuron being the brightest. It should be clear that the amount of training data correlates directly 
to the neural network's ability to recognize new data. That is the point of Neural Network AI. 
Train the neural network with as much unique training data as possible. The more training data, 
the higher the probability that the neural network will recognize new variations it has never seen 
before. Before we proceed with the technical description of how this is done, know that neural 
networks can be trained for all kinds of problems with sufficient training data, e.g., speech, the 
probability of a wildfire or an earthquake, or maybe even the weather. 

Training a neural network utilizes straightforward, albeit beautiful, mathematics. Each neuron in 
the input layer has an activation level, between ‘0’ and ‘1’, related to its associated pixel and the 
displayed integer. Each connection between each input layer neuron and each neuron in the 
neural network’s first hidden layer is assigned a weight, initially randomly. The activation of 

each hidden layer neuron is the weighted sum of 
all the activations from each of its connections to 
the previous layer, in this case, the input layer, x = 
(!1"1 +  !2"2 + !…). Squishification, sigmoid 
(18,20), ReLU (21) (rectified linear unit) or some 
other method, forces this weighted activation 

between ‘0’ and ‘1’, #(!1"1 +  !2"2 + !…) or #(') =
1/(1 + ℯ!").  A method used to skew a neuron’s 
weighted sum activation is to introduce a bias, -,  into 
the weighted sum, before squishification, to modify the 
weighted sum’s impact, x = (!1"1 +  !2"2 + !… + -). The 
bias can be any positive or negative value which 
increases or decreases the weighted sum by its magnitude 
before it is squishified and produces the neuron activation 
value.  

This process continues from hidden layer to hidden layer to output layer, propagating activation 
levels and using independent neuron bias levels. The illustration pictures the neural network with 
784 neurons in the input layer receiving activations from the input data, sixteen neurons in the 
first hidden layer receiving activations from the 768 neurons in the input layer, sixteen neurons 
in the second hidden layer receiving activations from the sixteen neurons in the first hidden 
layer, and ten neurons in the output layer receiving activations from the 16 neurons in the second 
hidden layer. Each neuron in the hidden layers and output layer have independent neuron biases. 
That all translates into 13,002 variables or knobs to train the neural network to correctly identify 
every handwritten integer in the training data, tens if not hundreds of thousands of handwritten 
and categorized integers. Data is king for AI Neural Networks. 
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The magic of this neural network is the ability to mathematically manipulate its 13,002 variables 
to yield a static neural network that can successfully recognize each handwritten integer in the 
training data and new handwritten integers it has never seen before. This is what's meant by 
saying that a neural network learns. That is as beautiful as the calculus that does it and 
not dissimilar to how calculus does what it does. Think about how calculus determines 
the slope of a point in two-dimensional space or what a derivative is. 

This learning process begins by showing the neural network, initially using random hidden layer 
neuron activations and biases, the 784 activations levels for each handwritten integer in the 
training data, and observing the output activations of the neurons in the output layer. This 
observation is facilitated by a mathematical expression that calculates a /ost for each 
handwritten integer in the training data presented to the 
neural network’s input layer. That is, expressing the 
difference between the desired activation for each output 
layer neuron and the actual result using a particular set 
of weights and biases. This is illustrated in the figure to 
the right. Calculating the sum of the squares of the 
differences between the desired output layer neuron 
activation levels and the resulting neuron activation 
levels from the training data yields a /ost for each test. The lower the /ost the better the neural 
network is at recognizing the specific handwritten integer in the training data. The total /ost for 
each handwritten integer in the training data is a quantitative measure of how well the neural 
network will eventually perform when presented with new data. 

Finding the optimal set of weights and biases, the minimum /ost that can be arrived at over the 
full range of the training data is accomplished by recursively manipulating 
the 13,002 weights and biases over as many handwritten integer test cases 
as possible. The MNIST Database (22) has approximately 60,000 
categorized handwritten integers written by 500 individuals, and an 
extended version, EMNIST, has 240,000 handwritten integers. 

Backpropagation looks back from each neural network layer 
to determine the activation weights and bias values that 
impact each neuron in the layer of interest: the output layer 
looking back to the second hidden layer, the second 
hidden layer looking back to the first hidden layer, and 
the first hidden layer looking back to the input layer in the 
figure to the right. The resulting plots, x-y or 3D contour, are 
analyzed to find their local minima using Gradient Descent 
and Monte Carlo techniques like simulated annealing to help 
ensure the actual minima is found. The illustration shows an 
example of Gradient Descent. The slope of a line, tangent to a point on 
a curve, its rise/run (Δy / Δx), the green line here at a current cost point, the yellow circle 
bordered by orange, is positive, shift to the right to further approach the true minima. Shift to the 

right if the slope is positive or shift to the left if the slope is negative is the 
rule. Speaking of beautiful mathematics, this tangent line can be viewed as 
the hypotenuse of a 3-4-5 right triangle, tangent to the point on the curve 
that represents the current cost, with an arbitrary length set as 5. With that, 
everything you learned about right triangles applies, θ = tan-1 * (4/3), the 
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triangle bounded Unit Circle, the nested right triangles, and more that might help get to the real 
lowest cost point on the curve. 

This technique is not much different from those used in VLSI chip design to find the optimal 
placement of devices within a bounded chip area such that the probability of interconnecting 
them with wires is enhanced. VLSI Chip Optimization is an emerging purview of Quantum 
Computing. Those algorithms typically use some method to determine if you’ve arrived at the 
True local minimum or have just fallen into a trough (23) and methods to escape and continue to 
the True local minimum. Here, the objective is to find the set of neuron connection weights and 
biases that yields the lowest aggregate /ost possible. Once achieved, the neural network, subject 
to its structure, should be able to recognize all of the handwritten integers in the training data 
with 99.79% (24) accuracy, state-of-the-art circa. 2017. 

A few key points: training a neural network like the one that learns how to recognize 40,000 plus 
handwritten numerals and characters is computationally intensive. Having that trained neural 
network evaluate and correctly identify new input data for handwritten numerals or characters it's 
never seen before, is not compute intensive. That’s the idea! If the training input data contained 
all possible conditions for the target input data, then after that laborious training, the neural 
network could quickly, in a single pass, identify 99.99% of all new data it was presented. That 
trained neural network could even be an application that runs on a smartphone. 

Think about a smartphone text messaging application that knows when you are driving in your 
car, announces that you have a new message, and asks if you want it read. On a ‘yes’ or ‘yah’ or 
some other verbal nod that any person could interpret and comprehend, even in the presence of 
background noises, the message is flawlessly read to you and repeated as many times as you 
request it to be repeated. The phone asks if you want to reply and on a no, or no reply, returns to 
whatever it was doing before the message arrived. If you reply with some affirmative nod the 
smartphone quickly and seamlessly replies ready. When you begin to speak, again in the 
presence of other background noises, your spoken voice is seamlessly and perfectly transposed 
into text for the reply message, until you utter some phrase that signals the message’s end. You 
are listening, talking, and interacting with the smartphone as if talking to someone sitting in the 
car. The phone is doing all the work! As of the writing of this paper, no such smartphone 
application seems capable of that kind of performance or even be on the horizon. 

Before the paper continues, describing other applications and hardware products that utilize the 
AI already covered, other forms and adaptations of AI will also be covered. For now, note that a 
subfield of Artificial Intelligence is what's referred to as Machine Learning. When mentioned in 
this paper, Machine Learning refers primarily to algorithmic software that learns from and 
collects data from its experience in the field. With that data, those algorithms modify how the 
software embedded in devices operating in the field modify how they operate based on that 
accumulated and changing knowledge. A simple example is a battery-operated geospatial 
tracking device that decides not to use its batteries' energy to acquire its current geospatial 
position because it's aware that connecting with the required number of geospatial satellites in 
and around the area will be difficult and will likely require higher than typical energy from its 
battery pack. It also knows and considers that its last geospatial position acquisition was 
successful and reported to its monitoring platform, making the value of reporting its current 
position less critical. The device decides not to attempt. The monitoring platform utilizes its AI 
to estimate the geospatial position of the non-reporting device. 
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With what’s been described so far in this paper: Blockchain, Neural Network AI, and Machine 
Learning in mind, an actual Blockchain application for aggregating empty shipping containers 
will now be described utilizing those technologies.   

The 2021 global supply chain log jam and its continuing congestion and snarls revealed a critical 
need for a method to locate and aggregate empty available 
cargo containers worldwide. That method must be easily 
deployable, secure, and managed by its end users. This 
paper presents a Blockchain-based solution for finding 
empty available cargo containers across dynamic global 
ecosystems and generating trusted real-time agreements 
between aggregators and container providers. 

The Blockchain Cargo Container Global Aggregation Model described here is an adaptation of 
the ‘Software–Only’ Data Sharing Network concept and architecture, originally developed to 
track and monitor cargo moving through the global supply 
chain in 2006 in China. Fundamentally, this is a highly secure 
method for business associates to collaborate and share 
Private Data. Here, container providers share their 
confidential inventory data with prospective customers trying 
to aggregate empty cargo container inventories to meet their 
real-time supply chain requirements. The network is self-
annealing; aggregators and providers dynamically decide 
what data they will share and with who. Self-annealing is a 
term intended to suggest that sharing Private Data is driven by 
the value reaped by the sharer. This is what is known as a permission-based Blockchain today. 
As with all the following sections of this paper, please accept redundancies as they are 
purposeful for reframing complex topics to enhance the paper’s readability. Please don’t accept 
inconsistencies unless they are clearly acknowledged as such, and expounded upon, as many of 
the underlying technology details must bend to optimize for specific problems.  

Here, an ecosystem is a group of business-related 
parties, or companies, that have each installed 
Data Sharing Network Software in their 
computing environments to selectively and 
securely share Private Data amongst themselves.  

Computing data environment means anywhere in 
their computing environment where the Data 
Sharing Network Software can access their 
relevant data and securely share it, over the 
internet, with other ecosystem associates. A 
desktop computer connected over a local area network to other computers hosting databases and 
datafiles and itself capable of establishing a Peer-to-Peer connection with remote ecosystem 
members is a simple example. 

Ecosystems are dynamic in that participants can come and go, change what data they share with 
specific ecosystem participants, and arbitrarily grant and remove data-sharing permissions with 
specific ecosystem parties or the entire ecosystem at any time, for any reason. Ecosystem 
participants are motivated to remain in and contribute to ecosystems based simply on the value 
proposition for themselves. 

Global Data Sharing Network 
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This Blockchain model has evolved since its original demonstration in 2006 to include 
techniques developed and driven by the advent of cryptocurrencies. Every block in the 
Blockchain is asymmetrically encrypted, requires multiple passcodes to decrypt, is distributed in 
its encrypted form, is immutable using hash methods, and has many disjoint redundant copies 
across the ecosystem to ensure its integrity. Below is a simple hash-fingerprint example 
illustrating how it's used to detect if the contents of a Blockchain block have been altered. 

An ecosystem search for available containers begins when an aggregator creates the first 
Blockchain block. The first block, called a Transaction Block, gets distributed in its encrypted 
form to every node in the ecosystem. Transaction Blocks describe the details of what the 
aggregator is searching the ecosystem for. Every Transaction Block spawns at least one 
Blockchain with at least one additional no-reply block but typically results in multiple 
Blockchains with blocks from many different potential providers. Transaction Blocks are 
essentially the first entry in a virtual ledger, followed by blocks from responding Ecosystem 
providers. The virtual ledger is a common shared ledger where multiple nodes have partial or 
complete copies of the blocks in the Blockchains created by the ecosystem, determined by 
Ecosystem rules set by the Blockchain originator. Separately the aggregator, using the Data 
Sharing Network Transaction Manager (25), sends the second private encryption key to ecosystem 
members that have the aggregator’s permission to view the contents of the Transaction Block. 
Ecosystem nodes that receive the second private key can verify the Transaction Block's hash 
fingerprint, read its contents, and confidently respond to the search. 

That response will be in the form of an asymmetrically encrypted block sent to every ecosystem 
node with its reply to the search, its hash fingerprint, and the from-hash fingerprint of the 
Transaction Block. This distributed Blockchain now has two blocks, the Transaction Block 
linked to the response block. Again, only the permissioned nodes, here only the aggregator, will 
be permissioned to decrypt and view the responding block's contents. Responding blocks will 
contain the details of the container inventories the responder is offering to the aggregator that 
satisfy some or all of the search criteria. 

Original unencrypted text:  500     Standard     40 ft     SE Asia, SE China, E India 

Encrypted Original text:  
AOgqg28lIeXPMJvC/lfGN8OtBzXKr2L38mNRpSnJr7nYd5KYau+MULIl2VZosTgoxkz/tHDRLeZaF
EAZg0LdkA== 

Encrypted Original text SHA-1 hash:  3F917E9DBB77F3A6C2F530953A3D4AE94E98C8B9 

Altered unencrypted text:  500     Standard     20 ft     SE Asia, SE China, E India 

Encrypted Altered text: 
yGnvhBbuabPuD2tt3kgj0cWd/tDbj7s3SYuLaGBJxGvYd5KYau+MULIl2VZosTgoxkz/tHDRLeZaFE
AZg0LdkA== 

Encrypted Altered text SHA-1 hash:  285A292CFA1F18C6856FE4BBB5B21B1F567BCEE7 

For anyone to tamper with a block’s contents, change anything in the unencrypted text even a space, 
would require them to first decrypt the text, make the modification, re-encrypt the changed block text, 
generate a new hash digital fingerprint, and then replace the original block with the altered block in 
every ecosystem node’s Blockchain. Daunting to say the least and difficult to understand what would 
motivate such an effort. See Smart Supply Chain Technologies’ Data Security in the Global Supply 
Chain White Paper for our data security perspective(24).     
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The Blockchains begin to take shape across the ecosystem. Every ecosystem responder’s block 
has embedded in it its unique hash 
fingerprint and the same hash 
From-fingerprint linking them all 
to the aggregator’s Transaction 
Block. In this manner, each 
response block creates a new independent Blockchain. 
Again, only the permissioned ecosystem nodes receive 
private passcodes ensuring only the aggregator can view 
the content in responder blocks, not other responders. 

The Transaction Block must contain all of the necessary 
information required for ecosystem businesses to 
meaningfully respond to each aggregator’s search 
specifics, across all kinds of business models: lease, sale, 
one-way, round-trip, mixed and extended periods, container redistribution, storage, container 
exchange, etc. The Transaction Block must also make provision for aggregators to provide other 
details that will be required for the container providers to satisfy in an eventual contract.  

To that end, Standard Models for this Relevant Data must be developed within ecosystems that 
will ensure the precise requirements of the aggregator are clear to potential responding providers. 
All Blockchain blocks must include a timestamp reflecting the time and date of its addition. Even 
compromises that might evolve as the process progresses, block to block, must have enough 
specificity and rigor to be included in an eventual Smart Contract (13) at the end of the 
Blockchain.  

A Standard Model for Relevant Data in a Transaction Block will typically include the specific 
number of specific types and sizes of containers sought, their required conditions, their desired 
retrieval locations, desired lease and or purchase terms, required hold-time before retrieval, and 
anything else that the aggregator specifically requires from the providers. The Transaction Block 
and resulting Blockchains, illustrated in this paper, are simple examples of an aggregator’s 
search. 

The Blockchains above illustrates three ecosystem provider responses to an aggregator's search. 
The first Blockchain, stemming from the aggregator's Transaction Block, reflects a response 

Four Blockchains spawned by the Container Aggregator, one for each responder and the aggregator’s 
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from Shenzhen Containers in a block offering only some of the containers in the search. That 
response block is followed by a response block from the aggregator partially accepting Shenzhen 
Containers' offer, highlighted in the illustration with red text. The aggregator and Shenzhen 
Containers eventually arrive at an agreement, and a Smart Contract block gets added to the 
Blockchain. Note that only the aggregator and Shenzhen Containers have access to the 
immutable content within the blocks of their private Blockchain, except the Transaction Block.  

The second Blockchain, resulting from a response from Colombo Containers, shows that the 
aggregator fully accepted Colombo Containers' offer. That second Blockchain also concludes 
with a Smart Contract reflecting that agreement. 

The third Blockchain illustrates the aggregator deciding to reject the offer from Singapore 
Containers, presumably based on some business rationale and terminating that Blockchain 
without a contract. Copies of all three Blockchains are distributed across the ecosystem in their 
entirety. Every ecosystem node saves an encrypted copy of every ecosystem Blockchain, 
theoretically stored forever. 

Aggregator-initiated Blockchains terminate either as rejected and closed or accepted in a Smart 
Contract. Smart Contracts won’t be elaborated upon here other than to say they are software-
generated contracts automatically generated when a specific set of conditions and parameters are 
satisfied. Smart Contracts share all the attributes described here for Blockchain blocks and 
maintain the security, privacy, integrity, and reliability underlying all permissioned Blockchains. 
Smart Contracts can be very powerful and much more than just a contract. IBM’s Smart Contract 
(*) (13) model, for example, not only generates the Blockchain contract but can then manage its 
entire workflow through fulfillment. 

This Blockchain model and methodology provide supply chain constituents with a simple, quick-
to-deploy, flexible, cooperative data sharing method to locate, monitor, and aggregate supply 
chain assets. The model's underlying architecture and software have been successfully 
demonstrated in a broad range of tracking and monitoring applications since 2006, starting with 
tracking cargo through the global supply chain (25). 

Virtually anything can be tracked and monitored from anywhere in the world to anywhere in the 
world, with an ever increasing resolution, by ever increasing collaborating ecosystem 
constituent’s sharing data. 

Again, Ecosystems are Permissioned Blockchain Data Sharing Network connections between 
companies and individuals that want to securely share their private data and communications. 
Ecosystems are self-annealing; each participant benefits from the 
sharing of their data. This paper will illustrate how that intuitively 
has value for each supply chain business partner. This hypothetical 
ecosystem begins with a customer placing an order for 
machine parts with a factory in China and expands across 
the supply chain as the need for sharing data and 
communications expands. Ecosystems will range from 
privately managed and maybe even persistent data-sharing 
networks to fully ad hoc dynamic ecosystems where 
participants come and go for logistics, inventory management, healthcare, fleet management, and 
many other applications. The model Permissioned Blockchain Data Network Sharing 
Architecture allows users to develop and deploy simple, secure, and immutable Blockchain 
solutions or more sophisticated solutions compatible with industry components like Hyperledger 
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and Smart Contracts for any industry. The core Permissioned-Blockchain Data Sharing Network 
Software, described in detail earlier in this paper, helps companies to join existing ecosystems or 
start their own. Ecosystem participants are either connected to a Data Sharing Network web 
platform that manages secure connections between participants or have Data Sharing Network 
Software installed on a computer within their computing environment that can establish secure 
Peer-to-Peer connections with other participants over the Internet and have secure access to its 
private data repositories. Again, the Transaction Manager manages and provides the private 
encryption key to only those ecosystem participants permitted to view a block's content by the 
block's originator.  

In this example, ecosystem participants generate and view Blockchain blocks as the cargo moves 
from a factory in China through the supply chain chain-of-custody to a Distribution Center in 
Long Beach, California, for delivery to an end customer. The Blockchains illustrated below use 
the same color code used in the Ecosystem diagram above to make clear which Ecosystem 
participant generated which Blockchain blocks. Note that Blockchain block authors, the 
Blockchain creators, host the blockchains they create and manage who receive access 
permission. As previously described, block permissions allow selected Ecosystem participants to 
decrypt and view block content and are set by the Ecosystem block authors. Block permissions 
can include all Ecosystem participants, just one, or just the author. 

This example intends to depict a customer placing an order for electronic parts with a factory and 
the customer and the factory tracking its change-of-custody as it moves through the supply chain. 
The factory, International Electronics Co., 
is in Shenzhen, China, and the customer is 
Hollywood Robotics, in Los Angeles, 
California, USA. The factory, after 
receiving the customer’s order, creates a 
new Blockchain with its first block 

containing the order confirmation with 
its details, including pricing and 
shipping details. The factory gives the 
customer Permission to access the Blockchain’s first block. Note that this parcel 
has Ambient Sensors put inside the box at the factory, and the customer has 

requested that the order be transported in a Smart Container equipped with G-Force, 
Temperature, and Humidity sensors. These and other hardware technologies will be discussed in 
detail later in this paper. 

The factory consolidates the customer’s order, packed in a barcoded medium size box, with other 
boxes and packages being shipped to 
customers in the USA on the same pallet. 
The factory adds a second Blockchain 
block to this order’s Blockchain and 
permits the customer and a local logistics 
company, China Handling and Logistics, 
CHL, to view its contents. That essentially 
begins the cargo’s Blockchain chain-of-
custody journey from the factory in China 

to the customer in America. At this point, the Ecosystem has three participants: the customer, the 
factory, and CHL, and there is one two-block Blockchain at the factory. The factory and the 
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customer have access permission to both of the blocks, CHL is only given access to the second 
block.  

A CHL Express Driver arrives at the factory's loading dock, scans the pallet barcode into the 
CHL database, and moves the pallet into the CHL Express Vehicle for its journey to the CHL 
Distribution Center. CHL creates a block, bordered by orange in the below illustration, for a 
new, second, Blockchain to reflect the pallet’s change-of-custody as it was scanned and moved 
into the CHL Express Vehicle. CHL gives the factory access permission to the new Blockchain’s 
first block. CHL adds another block when the pallet arrives at its Distribution Center and again 
gives the factory access permission. Note that CHL gave access permission to the factory but not 
the customer. The factory might create additional blocks to track the order’s journey and share 
those blocks with the customer. 

At the CHL Distribution Center, the pallet is loaded into a shipping container with other cargo 
destined for the Shenzhen Shipping Terminal and eventually to the Port of Long Beach in 
America. CHL adds another Blockchain block to reflect the order’s transfer into the cargo 
container and again permits the factory to access that Blockchain block. At this point, tracking 
the cargo container is the same as tracking the pallet, which is the same as tracking the 
customer’s order in the box. 

The next few change-of-custody events in the cargo’s journey from the CHL Distribution Center 
to the Shenzhen Shipping Terminal and onto a vessel are reflected in the four Blockchain blocks 

added by CHL, the Shenzhen Shipping Terminal, and the Star of Seas Shipping Line. CHL 
created the first of those Blockchain blocks to report the cargo container’s departure from its 
loading dock destined for the Shenzhen Shipping Terminal. CHL gave access permission to that 
block to the Shenzhen Shipping Terminal and the factory. The Shenzhen Shipping Terminal 
added a new Blockchain with the creation of its first block acknowledging the cargo container’s 
arrival at the terminal. The Shenzhen Shipping Terminal gave access permission to CHL and the 
Star of Seas Shipping Lines. Note that CHL has access to the Shenzhen Shipping Terminal’s 
Blockchain block and, the Ecosystem rules notwithstanding, can share the data in that block with 
the factory and other customers with cargo in the same cargo container. Of course, technology 
exists that can make it very difficult to copy Blockchain block data, but not impossible. 
Typically, nothing prevents Ecosystem participants from copying data in a Blockchain block 
they have access permission to into another block, in a different Blockchain, that they give others 
access permission to.  

The Shenzhen Shipping Terminal creates a second block in its Blockchain when it delivers the 
Cargo Container to the vessel loading area and loads it onto the Star of Seas vessel at terminal 
location ‘D-5-3-7’, and again gives access permission to CHL and the Star of Seas Shipping 
Lines. The Star of Seas Shipping Lines, with access to the Blockchains of all its customers 
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loading containers onto its vessel, develops and follows a Container Loading Map for the precise 
placement of each container loaded onto the ship. The Star of Seas Shipping Lines has AI 
software that develops Container Loading Maps for its vessels. The Container Loading Map 
considers the weight distribution of its load on the ship, specific container special needs relative 
to its placement, like below deck for cold chain refrigerated containers, and access to 
communications for Smart Containers, etc., along with the 
unloading and adding of new containers as the vessel 
travels along its supply chain route.   

The Star of Seas Shipping Lines creates new customer-
vessel-specific Blockchains for each of its customers with 
cargo onboard the vessel, allowing them to monitor their 
cargo through the vessel loading process and the cargo’s voyage to its destination. CHL, likely 
having many containers loaded onto the vessel, is given access permission to the blocks of this 
Blockchain for as long as its cargo is on board.   

 

 

 

Each Star of Seas Shipping Lines customer, e.g., CHL, is given access permission to its related 
Blockchain. With access to that data, CHL can selectively share cargo specific details with each 
of its customers to monitor their cargo’s progress, the factory in this example. With that 
information, the factory can selectively share order-specific details with its customers. In this 
example, the factory’s electronic parts customer can access data in the order’s Blockchain 
showing its Geospatial Position as it makes its way to the Port of Long Beach along with the data 
from the Smart Container carrying it. 

The factory’s container is moved to the on-site CHL Distribution Center for further handling. 
The container's cargo, mostly pallets, is unloaded and scanned into the CHL system. The pallets 

are unpacked, and their packages scanned into the CHL receiving system, including the box of 
electronic parts we have been following. The box of electronic parts is ready for delivery to the 
customer’s receiving department. All this is reflected in the CHL Blockchain shared with the 
customer. The delivery process and its Blockchain evolution continue until the box of electronic 
parts reaches its final destination and is scanned for a final time by a CHL Express driver when 
delivered to the factory’s customer. The customer, Hollywood Robotics, scans the box into its 
system, opens it, and reads the data from the enclosed box sensors. 
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This example of using Blockchain to manage and securely share private data illustrates the 
power and flexibility of using secure Blockchains and dynamic Ecosystems to track and monitor 
cargo moving through supply chains. 

The journey from China to the Port of Long Beach in the U.S.A. was largely tracked and 
monitored by software alone, Blockchain, and Data Sharing Network technologies. Box Sensors 
and Smart Containers were introduced and interwoven in the chain-of-custody Blockchain 
journey to illustrate their use as this paper transitions into the development and application of 
Supply Chain Hardware. 

Those hardware technologies, although not essential for most Supply Chain Tracking, 
Monitoring, and Management Applications, are expensive but can add considerable value when 
real-time data and asset management are critical. This paper will describe those and other 



 

Page    Free License (105) July 20, 2024 21 

examples of hardware technologies, designs, and applications for Inventory Demand Planning 
and Monitoring and Supply Chain Asset Monitoring and Management. 

To begin the paper’s deep dive into supply chain hardware, its architecture, design, and 
development, the paper will describe a methodology for battery technology analysis, selection, 
and advanced power management. Much of the hardware used in the field for supply chain 
applications, asset monitoring, and remote management will not have access to power other than 
from their integrated batteries for power. Battery life is a critical issue for these devices. 

A target device, its use model, and a reasonable knowledge of battery technologies will be 
required to arrive at an optimal battery-powered device design. This paper will use a Global 
Tracking and Remote Management Communications Hub, suitable for Smart Container 
applications, as its reference. Its Product Development Plan is illustraed in Appendix A. The 
Communications Hub is designed for maximum power efficiency, and to that end, its 
development begins with the development of a High 
Level Design Model and Simulator (HLDM) used to 
find those optimal design points for each subsystem 
and the complete design. The Python-based High 
Level Design Model Simulator can utilize vendor-
supplied simulation models for their modules 
running their native software, e.g., STM32LO 32-bit 
microcontroller, Python High Level Behavioral 
Models developed in-house, and attached vendor-
supplied Development Boards. The resultant High 
Level Model allows the design to be fully exercised by 
single-stepped through its complete operation by using strategically placed dynamically-

simulated multi-level-latch boundaries at the outputs of the 
Communications Hub’s major subsystems. The multi-level-latch 
boundaries capture subsystem outputs sequentially, allowing the 
simulator to move through the device operation step by step. In 
this manner, the simulator can step through the complete 
functionality of the Communications Hub one step at a time. The 
High Level Model simulates the 
Communications Hub’s complete operation 

using selected or even the exhaustive set of settings for its subsystems to 
determine the optimal combination of settings to achieve the target 
design goal, lowest power consumption here. A future paper will be 
published describing the full details of this design methodology.  

Pertinent to choosing the optimal battery technology and its sub-system design for that target 
device is:  

• The device will travel the world, attached to cargo containers, by roadway, waterway, 
railway, and air, and therefore must be both rugged and resistant to corrosion.  

• The design will not be readily available for battery maintenance.  
• The device will operate 24 hours a day, 365 days a year, in the extremes of global 

humidity and temperature conditions.  
• The device will be water resistant, IP-67 level, and will survive for some operational time 

while submerged under water at a depth of up to 3 feet. 
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• The device will require a battery compartment vent to the environment outside its 
enclosure. 

• The device will need to periodically, at programmed intervals, search for local or wide-
area communications networks as it travels.  

• The device will utilize “cloud-edge” Artificial Intelligence Power Management 
techniques to minimize its utilization of its limited battery power for the operation of its 
communications and device microprocessor / local storage platform utilization, including 
its over-the-air software upgrades.  

o The device will also use “cloud-edge” AI Predictive Maintenance to monitor all 
its subsystems for tell-tail signs of hardware degradation before field failures 
occur. 

• The computing platform printed circuit board will require +5 volts and a circuit to 
provide an initial current surge upon awakening from AI Power Management sleep mode.  

• The device has an objective to require battery maintenance or replacement no more often 
than annually.  

• The device will be as small as possible to maximize its secure, stealthy, nonintrusive 
installation on an asset. 

With those design considerations in mind, the battery pack issues are rechargeable versus 
primary cell (non-rechargeable), battery pack physical size, battery chemistry, battery chemistry 
restrictions, battery pack capacity, battery cell output voltage, battery pack operational life, 
battery pact interconnect, and the overall battery-subsystem cost. 

Rechargeable batteries can be eliminated from consideration on the basis that supply chain 
devices will not reliably have access to an external power source to recharge their batteries. 
Those devices should be able to take advantage of available external power sources when they 
are available to offload the demand on their battery packs. 

The issue of how the cells will be interconnected to produce the required output voltage and 
optimal capacity will be impacted by the battery cell chemistry, the number of cells, and the size 
of the device enclosure. 

The Basics:  

The packs will utilize the same cell types in terms of voltage, capacity, and chemistry. Cells 
connected in parallel will result in an output voltage equivalent to one of 
the single cells, e.g., three 1.5 volt cells connected in parallel will result in 
an output voltage for the pact of 1.5 volts. The capacity and current output 
of the cells connected in parallel is the sum of the individual cell 
capacities, e.g., three 2700 mAh (milliamp hour) cells connected in parallel 
yields an 8,100 mAh battery pack with a maximum output current equal to 
three times that of a single cell. One issue with cells connected in parallel 
is that if one of the cells becomes weak or fails, it will reduce the overall capacity of the battery 
pack. Such failing cells can eventually “short” and overheat to a point when the entire battery 
pack fails. Some batteries are equipped with an internal fuse to prevent such overheating failures. 

Cells connected in series will have an output voltage equal to the sum of cell voltages, e.g., three 
1.5 volt cells connected in series will result in an output voltage for the pact of 4.5 volts. The 
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capacity and output current of the cells connected in series is only equal to 
that of a single cell, e.g., three 2700 mAh (milliamp hour) cells connected 
in series will yield 2,700 mAh for the battery pack. The issue for cells 
connected in series is that when one of the cells fails and its capacity and 
output voltage are reduced it reduces the output voltage and capacity of the 
entire battery pack. The magnitude of the impact is somewhat 
indeterminate. There isn’t much remedy for this failure other than to isolate 
the failing cell and replace it before the failure becomes catastrophic. 

The last battery configuration combines both interconnection schemes to 
reap the advantages of both along with their cautions. Two groups of three parallel batteries are 
connected in series. This configuration yields the increased capacity and 
output current in each parallel battery group, (3 * 2700 mAh = 8100 mAh), 
but those are not additive. The first parallel group connected in series with 
the second parallel group acts like two single batteries connected in series. 
The capacities and total currents are not additive. Assuming the best practice 
design of balance, both battery groups yield the same capacity and output 
voltage, which results in the additive output voltage of 1.5V + 1.5V = 3.0V, 
and the same total capacity as either of the battery groups, 3 * 2700 mAh = 8100 mAh. Again, 
note the cautions for this configuration are the same as any parallel group and any series group. 

The simplistic cautions for these configurations remain as described. Note that battery cells 
are not passive carbon resistors, and their operational characteristics and failure 
mechanisms are quite complicated. Those pitfalls aren't covered comprehensively in this 
paper. Following best practices is all one can do to avoid those pitfalls: ensure that all of the 
batteries are fresh, preferably from the same batch and package, and are of similar age in terms 
of their time on the shelf. 

Best practices will also suggest integrated Battery Monitoring Circuitry in a device that with help 
from AI software will match for telltale signs of battery subsystem problems and detect them 
before they become catastrophic. 

The target Communications Hub device will be using AI Power Management software to 
minimize the use of its integrated battery subsystem capacity. The device will 
transition from full power mode to standby to deep-sleep modes as often as 
possible, spending the majority of time in deep-sleep mode. Battery 
Monitoring Circuitry can also host Supercapacitor Circuitry that slowly 
accumulates charge while the device is in deep sleep mode and uses that 
accumulated current to aid in the device’s acceleration back to full power and 

operation. 

To continue with the basics, the next step in determining what batteries to use in our target 
Communications Hub will be a preliminary evaluation of battery cell size impact on the size of 
the device enclosure. A method to conduct that initial evaluation is to normalize the various 
applicable cell sizes in terms of their volumetric energy and expected battery pack size when 
constrained within a space that loosely reflects that expected in the target 
Communications Hub enclosure. Arbitrarily, using Alkaline Primary Cells as 
the cell chemistry, arranged physically so that they might be interconnected 
to yield the approximate output voltage and battery pack capacity desired, will 
provide a direction for more refined analysis when the Communications Hub enclosure becomes 
better defined.  
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This table illustrates the results of that kind of simple evaluation using capacity per cubic 
millimeter, mm3, as its measure for AAA, AA, C, and 9V Alkaline battery packs, with some 
consideration for generating the correct 5.0 volts required by the Communications Hub. From 
this simple evaluation, AAA, AA, and C cell battery packs have similar enough volumetric 
capacity, 0.055 to 0.07 mAh / mm3, that they can be considered equivalent, and 9V cells can be 
eliminated from consideration with only 0.025 mAh / mm3. The C cell has the lowest volumetric 
capacity of the three remaining sizes, will require the most space in a rectangular enclosure, and 
will present additional complications when 
connected in series to produce a 5.0 volt 
output, i.e., (3 * 1.5 volts yields 4.5 volts, 
4 * 1.5 volts yields 6.0 volts). At this point, 
because the battery chemistries haven’t 
been evaluated yet, these are just notes, 
but it seems clear that the AAA and the 
AA are the two cell sizes to be focused on. 

With those preliminary results, the 
evaluation needs to get more realistic 
about the device enclosure constraints to 
refine the analysis. To that end, a 
Communications Hub enclosure designed for a Marine Cargo Container application will become 
the focus of the evaluation to determine the actual enclosure constraints. Marine cargo container 
applications are extremely challenging but offer an opportunity to develop a design for a rugged 
device enclosure that can be generalized for many other complicated applications. The first 
challenge is that Marine Cargo Containers are metal, i.e., fabricated using corrugated metal for 
their four walls, ceiling, and floor. The first observation is it’s difficult, if not impossible, for a 
wide-area communications device to receive or transmit radio frequency signals from within the 
container’s metal walls, where it is best protected. Electronics and batteries are often the targets 
of thieves when left unattended and exposed as they move through supply chains or sit in a depot 
waiting for cargo. Those problems will necessitate that the expensive components are installed 
safely inside a cargo container and the radio frequency receiving and transmitting antennae are 
installed outside the container with an open-sky view as much as possible. 

The second observation is that Marine Cargo Containers travel in harsh environments, exposed 
to the ambient elements on the outside and often many of the same conditions on the inside. To 
address those implications the Communications Hub’s wide-area-network antennae unit must be 
installed on the exterior of the container and connected to the electronics unit on the inside of the 
container, through a protected cable conduit. Further, both units must be rugged enough to 
survive rough treatment. Witness the loading and unloading of cargo containers onto and from a 
ship when they can be subjected to 850 kN (kilonewton) or 200,000 lbs. (pounds force) or more 
of G-force. 

In order to proceed further with a meaningful battery 
technology analysis and evaluation, it’s necessary to develop 
an actual mechanical design for a Communications Hub's 
enclosure, with its relevant design details. To that end, a 
universal enclosure concept and its mechanical design, with 
those relevant dimensions, is illustrated here. Those 
dimensions will be the underlying constraints in the 
following battery cell technology evaluations. 
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Considering earlier observations: the target Communications Hub enclosures for the Marine 
Cargo Container application will be fabricated using anti-corrosive aluminum, the antennae unit 
will be installed on the container’s exterior, and the electronics unit will be installed inside the 
container, the antennae in the antennae unit will be cabled to the electronics unit 
through a protected cable conduit. The two modules will be interconnected, 
electronics to the various wide-area network antennae, by cables passing through the 
container’s wall. The container’s doors and their closing mechanisms are one: 

normally accessible by ground personnel, two: generally treated most 
gently, and three: one of the strongest points on the container box with 
corner beams and narrow width. For those reasons, the target installation 
location for the Communications Hub installation will be on one of the 
two container doors. The Communications Hub’s modules will be 

installed in adjacent recessed corrugated wells on the door, pictured in the illustrations. The 
dimensions in the illustration, extracted from the “universal” enclosure design, will be used to 
evaluate the fit of the battery cells, i.e., 32 mm by 72 mm by ‘n’ mm variable length recessed in 

an interior well on the container’s door, as the bounding space 
for the Communications Hub’s electronics module’s printed 
circuit board, other miscellaneous electronic components, and the 
batteries making up the unit’s battery pack. All the dimensions 

are important, but the 32 mm well depth is the most critical as the enclosure must not protrude 
beyond flush with the exterior wall, ideally recessed. 

Fitting as many AA batteries as possible into this trapezoidal space results in a maximum of 9 
battery cells arranged across the trapezoid's width in two rows. The bottom row will have five 

battery cells. The top row will have four battery cells for a total of nine 
battery cells in the 
27mm high by 72.5mm 
rectangular space. The 
bottom row of five 
battery cells extends 
slightly, 0.5mm, into the 

enclosure's side compartment, but that can 
ignored for now. A second bank of nine battery 
cells, arranged like the first bank, can be 
positioned directly behind the first bank. These 
two banks of battery cells bring the battery cell 
count to 18. The Communications Hub requires 
+5.0 volts. Interconnecting the cells to get to +5 
volts requires 4 AA cells connected in series to result in +6 volts, i.e., +1.5 volts times four 
battery cells shown in the illustration. That only utilizes 16 of the 18 battery cells that fit into the 
enclosure. The designer has two choices: eliminate two of the battery cells and potentially waste 
that space, or add two more battery cells to produce another string of four battery cells. 
Fortunately, the AA cells are small enough, about 51mm long, that two additional battery cells 
can be laid behind the second bank of battery cells, perpendicular to the second bank and one 
atop the other, H1 and H2 in the illustration. Those 20 AA battery cells can now be 

interconnected to yield five series strings, each contributing 2700mAh 
capacity to the battery pack. The AA battery pack now has a total capacity 
of 13,500mAh and a +6.0 volt output voltage. The Battery Management 
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subsystem on the unit's printed circuit board will regulate that +6.0 volt source to +5.0 voltage. 

Fitting as many AAA batteries as possible into this space results in a maximum of three rows. 
The lowest row has six cells, the center row creatively has seven cells, and the top row has six 
cells, a total of 19 battery cells. A second bank of battery cells behind the first bank will hold the 
same number of cells. That equates to 38 AAA cells fitting into the enclosure, 28.5mm x 
73.0mm x 2 banks. Ignoring the packs' width is 
about 1mm too large, including the two 
normally unutilized cells and the four 
creatively added green cells in the illustration, 
two in each bank. After interconnecting those 
cells to produce the +5 volts required by the 
electronics, illustrated here, only 36 of the 38 
cells can be effectively utilized. Fortunately, 
the AAA cells are small enough that two 
additional cells can be laid perpendicular to 
and behind the second bank of cells. The total 
cell count is 40 AAA cells, nicely divisible by 
4 to yield ten series strings connected in 
parallel. The total capacity is 12,000mAh at 
+6.0 volts. The Battery Management 
subsystem on the unit's printed circuit board 
will regulate that +6.0 volt source to +5.0 volts. 
The tiny size of the AAA cells yields this 
flexibility, but note that the battery pack will 
incorporate 40 cells interconnected by soldered 
wire connections to produce the result described. 
At this point in battery technology evaluation, AAA cells remain viable until the ideal battery 
chemistry and cell interconnect failure rates are folded into the analysis. Intuitively, the more 
solder connections, the more points of failure.   

In summary, within the available enclosure space, an AA Alkaline +6.0 volt battery pack can 
yield 13,500mAh, and an AAA Alkaline +6.0 volt battery pack can yield 12,000mAh. These are 
close enough, at this point in the evaluation, to continue refining the analysis and evaluation, 
considering them both. The analysis now needs to consider the various primary battery 
chemistries available in these two cell sizes to achieve the desired long operating life with 
respect to the Communications Hub’s general and gross operational requirements, cost, and 
durability. Note that the final selection of which battery technology to use in the 
Communications Hub will be driven by a comprehensive analysis of its power requirements in 
the field.  

Battery chemistry comparisons, based on published data, are complicated and tedious due to 
their innate complex behaviors, 
complicated further by the different 
methodologies used to test and 
characterize them, sometimes even 
different from the same source of 
the data. At this point in the 
analysis of battery technologies for 
the Communications Hub, those 

Battery Chemistry Battery Cell Size Battery Cell 
Dimensions

Output Voltage 
Noload

Output Voltage 
Extreme Temp.

Nominal 
Current

Temperature 
Range Energy Energy                      

J = mAh * v * 3.6C
AAA / AA mm volts volts mA ℃ mAh joules

Alkaline (Zn/MnO ) AAA 10.5 x 44.5 1.5 1.2 100 mA -18° to 55° 1200 6480
AA 14.5 x 50.5 1.5 1.2 100 mA -18° to 55° 2800 15120

Zinc-carbon AAA 10.0 x 45.0 1.5 0.8 25 mA -18° to 55° 540 2916
AA 14.5 x 50.5 1.5 0.8 25 mA -18° to 55° 1100 5940

Zinc-chloride AAA 10.5 x 45.0 1.5 0.9 16 mA -20° to 55° 550 2970
AA 14.5 x 50.5 1.5 0.9 28 mA -20° to 55° 1100 5940

Lithium iron disulfide (Li-FeS ) AAA 10.5 x 44.5 1.5 1.2 1.5 A -40° to 60° 1200 6480
AA 14.5 x 50.5 1.7 1.4  3 A -40° to 60° 3000 18360

Lithium thionyl chloride (Li-SOCl ) AAA 10.0×45.0 3.6 2.9 25 mA -55° to 85° 800 10368
AA 14.5×50.5 3.6 2.9 100 mA -60° to 85° 2600 33696
A 17×50.5 3.6 2.9 100 mA -55° to 85° 3400 44064
A 17×50.5 3.6 2.5 130 mA -60° to 85° 3600 46656
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discrepancies can be overlooked until the field is narrowed to a point where selections can be 
made. 

The previous chart illustrates data collected from multiple sources used to compare different 
battery chemistries in the two battery cell sizes previously resolved, normalized as well as that 
can be done. Note that although this data is credible, it’s included in this paper only as an 
example of the kinds of data required to narrow the field before a deeper analysis of a selected 
subset is finally carried out. This chart is not intended to be used by others as a source of data. 

Worth mentioning is what seems to be a new emerging primary battery cell chemistry, Lithium 
Sulfuryl Chloride (Li-SO2CI2) (26), purported to have a higher energy density, higher output 
voltage, and a higher temperature operating range, up to 165oC. Currently, the source of data for 
these batteries is quite limited and the advertised cost is quite prohibited (26).   

A quick observation is that the Lithium Thionyl Chloride (Li-SOCl2) cells have a higher output 
voltage that translates into fewer batteries connected in series to achieve a +5 volt output level, 
even when operating at their extreme temperature. That could be quite advanced in terms of both 
cost and enclosure size impact with half the number of batteries. Note that the Communications 
Hub’s current demands have yet to be analyzed. 

That process begins by describing the Communications Hub general operation in the field. The 
Communications Hub , installed on a marine cargo container for example, will: 

• Be programmed to periodically and on-demand collect data 
from its integrated and remote associated Local-Area-
Network sensors and save it in its Data Logger storage.  

• Be programmed to periodically and on-demand connect to a 
global navigation satellite system (GNSS) (27), such as the 
Global Positioning System (GPS) (28), to acquire its 
geospatial position and a Greenwich Mean Time (GMT) timestamp.  

• Be programmed to periodically and on-demand attempt to connect to a program-designated 
Internet IP address, Peer-to-Peer, to securely transmit an appropriate segment of the data in 
its Data Logger, over a Global Mobile Data Network, such as GSM. 

• Extend an established connection data-transmission session to securely receive system 
software update packets and deliver them to the unit’s Software Update Manager to manage 
and deploy.  

A comprehensive description of the Communications Hub’s operation and its architecture will be 
provided under separate cover.   

This is a high-level illustration of a version of a Communications Hub showing its 
interconnected subsystems: microprocessor/microcontroller system platform with its memory, 
Static (29), and Flash Ram (30), connected to other subsystems. The 
microprocessor/microcontroller is a low-power 32-bit ARM 
Microprocessor (31) running a real-time operating system (RTOS). 
There are many RTOSs to choose from. The communications 
modules, GNSS (GPS), GMDN (GSM), Wi-Fi, Satellite (Iridium 
(32), etc.), and a Sub GHz module that also supports Near Field 
Communications (NFC) (33) with an outboard tuned-coil, are 
shown as separate modules in this implementation. This 
implementation includes a printed circuit board physical SIM Card linked to the GMDN (GSM) 
provider, an onboard Sub GHz antenna for communications with Sub GHz devices inside the 
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cargo container, a connection to an external Sub GHz antenna in the external Antenna Module 
for communications with Sub GHz devices outside the cargo container, an Antenna Manager that 
manages which of the  Wide-Area communications antennae in the external Antennae Module 
connects to internal Electronics Module. Only one external antenna will be connected and used 
at any given time, GPS, GSM, Satellite, or Wi-Fi. This implementation also includes an 
emergency GMDN antenna on the printed circuit board for communications to its monitoring 
platform when the external Antennae Module becomes inoperative. The Communications Hub is 
a low-power device and not necessarily a high-performance device. A critical component of the 
Communications Hub is its Power Management Subsystem which manages power to all of the 
device's subsystems on the printed circuit board, including the microprocessor. The 
Communications Hub’s primary source of power is its integrated battery pack, but it can utilize 
alternate power sources when they are available, including external power sources. In this 
implementation, External DC Power is used to off-load demand on the device's batteries 
whenever available, such as at a terminal equipped with such capability.      

While performing those tasks, the Communications Hub will move between three power states 
(Active, Idle, and Sleep), managed by its Smart Power Management circuitry. This is key to 
achieving the Communications Unit's long, maintenance-free 
operation in the field, and that task falls to the Communications 
Hub's Power Management Subsystem. Note that it has not yet 
been adequately determined that the Supercapacitor described 
earlier and symbolically illustrated here is necessary. Supercapacitors are not power sources but 
current sources that necessarily increase the consumption of the Communications Hub’s fixed 
available power. Careful analysis of the Communications Hub’s actual power requirements and 
current demands during its normal operation and transitioning from sleep to active will be 
necessary to resolve the unit’s optimal battery technology and whether or not assistance from a 
Supercapacitor is required. 

The next step in the process is to construct a typical power demand profile for the 
Communications Hub, the power consumed during a typical day or other repeating period, to 
evaluate the longevity of different primary cell battery technologies. Typical is defined as those 
actions that are programmed to occur on a regular programmed basis. Excluded are random 
actions that do not occur frequently and don’t consume measurably impactful power. These are 
typically triggered events, e.g., when the host container’s door opens unexpectedly, and from a 
power consumption perspective, individually or cumulatively, don’t have a measurable impact 
on the operating life of the device’s battery pack. Those random events still need to be evaluated. 
Those power consumption contributions can be normalized over the chosen evaluation period 
and accounted for simply with a random power factor added to the detailed power profile. The 
objective is to design a Communications Hub with an integrated battery power source that 
comfortably meets the desired annual maintenance criteria: no more than annual battery pack 
maintenance or replacement under normal operation in expected ambient conditions. 

The next step in the analysis is to pull together the time-relative power consumption data for 
each Communications Hub’s subsystem. This table reflects the data for each functional 
subsystem performing its primary operation within the 
model’s one-hour ping cycle. Note that the power labels, 
e.g., boot, run, stop, etc., used in the table are the terms 
used in their specifications by their providers. This model 
reflects the Sub GHz subsystem being continuously powered on, in Standby mode and power 
level, listening for one of the Sub GHz peripherals to raise an alert. On such an alert, the Sub 
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GHz subsystem goes to its Active state, wakes the Communications Hub’s microcontroller, and 
services the alerting peripheral. The microcontroller determines the 
criticality of the alert from the data received and, if warranted, 
executes a full ping cycle with GPS, GSM, etc. If the alert data is 
deemed not critical, the microcontroller stores its data in the 
Datalogger for the next programmed ping cycle and returns the 
Communication Hub to its Standby mode. The frequency of the 
alerts isn’t significant, but reacting to alerts might be critical. A 
cargo container’s door unlocking in an unusual location or at a 
strange time, for example, is critical. It’s the low power 
consumption of the Sub GHz subsystem that makes this continuous 

Standby viable. 

The normal Communications Hub power profile reflects the three power states previously 
mentioned: Sleep, Idle, and Active. Sleep is the state the device is most frequently in, reflecting 
the continuous normal, never off, power consumption of the device’s Power 
Management subsystem. Antidotally, many cargo containers spend 60% or more of 
their time dormant, sitting in a terminal, empty. The Communications Hub is 
designed to recognize that it’s sitting idle and to take advantage of that to save its 
battery power until it detects its movement by means of its embedded inertia sensor. 
The Power Management subsystem is designed to consume as little power as possible in sleep 
mode, monitoring its triggers and managing the states and power consumption of all the other 
Communications Hub subsystems. This is the baseline power in the power demand profile curve. 
Sleep is not zero power! 

 The typical power demand profile model, conservative yet realistic, reflects the 
Communications Hub programmed to execute a communications cycle, a ping, once an hour for 

twelve hours every day. Every ping begins 
with the Communications Hub waking and 
transitioning its microcontroller platform 
from Sleep to Active mode. This is 

conservative in light of the expected 60% of the time sitting dormant and empty expectation. The 
twelve hours a day can be manipulated during the analysis to judge its impact on the various 
power demand/battery technology results. During the typical power demand profile Active 
period, the Communications Hub’s Power Manager will transition the Microcontroller Platform 
and its Datalogger Memory to Active. The Microcontroller and Power Management will bring 
the Antennae Manager and the Sub GHz Platform to Active. 

A normal programmed ping cycle begins with the Sub GHz subsystem going into its full active 
state for whatever period is required to service all the Communications Hub’s Sub GHz 
peripherals. Sub GHz periods and power consumption 
vary depending upon how much data each Sub GHz 
peripheral is sending, but its overall power consumption 
in the model is negligible, about 1.25 Joules per day, and 
even less when AI-assisted. Sub GHz AI is hosted in 
Communications Hub’s microcontroller and can decide 
not to execute a normally programmed Sub GHz ping 
cycle and even reduce its off-cycle Standby time based on its location, time of day, movement, 
status, previously sent data, and other self-aware data. Alternately, the Sub GHz AI might force a 
Sub GHz data collection cycle and ping outside its normal programmed cycle. Note that the Sub 
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GHz compute-intensive AI algorithms and possible neural networks were developed and trained 
on a computing platform in its Data Sharing Manager’s computing environment. The resultant 
algorithms and neural network tables are relatively small and are not compute-intensive. 
Although AI doesn’t have a dramatic impact on the Sub GHz subsystem's demand on the 
Communications Hub’s battery pack, it will in other subsystems. 

Each peripheral and the Sub GHz subsystem securely exchange data until all are received by the 
Sub GHz subsystem, delivered to the Microcontroller, and stored in the Communications Hub’s 
Datalogger. This particular Communications Hub’s model reflects a 25-second Sub GHz cycle 
during which all Sub GHz peripherals must be serviced. Each Sub GHz peripheral uses as many 
communications cycles, each with 250 cycles and each cycle with twenty 5msec 
communications slots. A Sub GHz communications cycle begins with an arbitration-join cycle 
followed by as many cycles and slots required to securely exchange all data. In total, 
approximately 250 cycles (25 seconds) times 20 slots (5 msec) are available, 5000 (5 msec) slots. 
Note that data goes both ways, as will be detailed later in this paper, but an average of 50 slots is 
excessive for cargo container type Sub GHz wireless sensors. For example, a Sub GHz 
Temperature Sensor collecting temperature every minute, e.g., 85, recognized as 85℃ by the 
Communications Hub, would accumulate 120 characters and with parity and other transmission 
validation bits, would use about 20 slots at 10Kbps. 

The Sub GHz cycle is followed by the other ping cycle services, e.g., GPS, GSM, Wi-Fi, etc. 
until the cycle completes and the Communications Hub returns to its standby state with just the 
Sub GHz subsystem in standby. Note from the power consumption table that Wi-Fi is by far the 
most power conservation method of wide-area communications, and the Communications Hub 
will look for an accessible Wi-Fi network before reverting to GSM. As noted under the Power 
Consumption Table, satellite communications have been excluded from the Communications 
Hub’s power consumption model and analysis, as its power consumption and overall cost are not 
justified. Low Orbit and Short Burst Data help, but potential better global coverage still doesn’t 
offset the monthly communications fees. 

The Communications Hub’s Sub GHz platform communicates with external Sub GHz devices up 
to 100 meters away (34), using the 433 MHz Sub-GHz frequency at 
10Kbps data rates. Sub GHz devices must transmit 
under the power level that might violate existing 
spectrum licenses. This low-power 433 MHz 
communications protocol has been analyzed and tested 
by a leading university in Hong Kong and verified to operate well in 
highly metalized environments, such as in shipping terminals, on-board 

and below the deck of vessels, on railway cars in railway terminals, etc. 

The Sub GHz Platform, described in greater detail later in this paper, will query its linked Sub 
GHz peripherals, e.g., internal and external container sensors, and execute a Secure Data Sharing 
communication cycle with each. This is another Blockchain-like method of achieving secure 
communications, where what’s shared is encrypted blocks of data that are authenticated with 

fingerprints, called DNA in the Sub GHz Platform detailed description. The 
Communications Hub’s Sub GHz Platform will deliver the data it receives 
to the Microcontroller Platform for analysis and deposit it into the 
Datalogger. In the typical power demand profile, the number of Sub GHz 
peripherals is set to three, a somewhat arbitrary number that can be adjusted 

higher during the battery technologies analyses to judge battery life sensitivity to the number of 
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Sub GHz peripherals in the model. Again, the objective of the analysis is to determine the best 
battery technology to use in the Communications Hub for its typical operations. Three Sub GHz 
peripherals reflect the most common set of deployed cargo container peripherals: an internal 
container temperature, a door-open/closed sensor, and an external door lock. Note the 
functionality and internal operation of Sub GHz peripherals do not impact the Communications 
Hub’s battery life, as their role is simply to retrieve data from them and save it in the Datalogger. 

Following the Sub GHz cycle, the Communications Hub returns its Sub GHz Platform to its 
Sleep state and brings its GNSS (GPS) subsystem to its Active state. Again, the task of the 
Communications Hub is to periodically collect all the data from its Sub GHz peripherals and its 
internal sensors, acquire its geospatial position (GPS), and deposit it all in its Datalogger from 
which it will all be packetized and securely sent, through a peer-to-peer network connection, to a 
programmed IP address. GPS consumes impactful power from the Communications Hub’s 
battery pack, about 5 joules during each ping cycle or about 15% of the total power consumed 
during each ping cycle. That’s 120 joules per day if run unabated.  

AI, embedded and running on the Communications Hub’s Data Sharing Network, can cut the 
power consumption of the GPS subsystem by more than 50%. GPS is the most AI-impacted 
Communications Hub service because, often a Communications Hub’s geospatial position can be 
reasonably estimated by other non-battery draining methods. AI can be complex, but a brief 
description of one of its applications can illuminate how its impressive results can be achieved. 

That AI application is an example of collaborative cloud-edge AI. The Data Sharing Network 
managing the Communications Hub is constantly gathering data about GPS satellite 
communications from all its assets in the field, containers, etc., and other data sources regarding 

regional satellite availability and communications 
characteristics. Data Sharing Networks use that data to 
continuously train their AI networks and generate and 
distribute up-trained AI to all their Communications Hubs 
in the field. A Communications Hub will know it is 
traveling on a vessel along a familiar route, that it 

successfully acquired and reported its GPS position in the previous ping, it’s been continuously 
moving since its last report, there are no alarms in the Datalogger’s current Sub GHz data, and 
GPS Satellite coverage in its estimated current location is sparse. Based on that data, the 
Communications Hub “decides” to skip the programmed ping’s GPS cycle. The cloud side of the 
AI predicted that the Communications Hub might not send its GPS position in its next ping cycle 
and preemptively calculated an estimated position for it. The estimated GPS position will be 
inserted into the next ping cycle’s data, tagged appropriately, and included with that ping’s data 
in the Data Sharing Network’s database. The Data Network will display that position with the 
other data in the ping and on any map displaying it, clearly tagged as an Estimated Position. The 
ping cycle time arrives, the Sub GHz peripheral data is collected, the GPS cycle is skipped and 
noted in the Data Logger ping data, and the Communications Hub proceeds to the wide-area-
network portion of the ping cycle. 

Wi-Fi is the preferred wide-area communications network as both its financial cost and power 
consumption are minimal, typically a $0.00 communications fee and around 0.1 joules of power 
consumption per ping cycle. A Communications Hub will search for a recognized, secure, and 
available Wi-Fi network before any other wide-area-network to connect to the Internet and send 
the ping data in its Datalogger to its Data Sharing Network IP address. Unfortunately, Wi-Fi 
networks are not ubiquitously available to Communications Hubs moving through supply chain 
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routes but are available enough in terminals, along railways, and on vessels to include in the 
battery technology analysis. The Data Sharing Network node, knowing where a Communications 
Hub is going, will provide it with the necessary network access credentials for establishing 
secure connections with Wi-Fi Networks it encounters. The impact of using Wi-Fi is simple, the 
avoidance of using high power consuming GSM, ~8 joules per ping, to send Datalogger data to a 
Data Sharing Network node. Whenever Wi-Fi isn't available, a Communications Hub will use 
the GSM network to connect to its Data Sharing Network node and bear its power consumption 
cost. AI will not play a significant role when using Wi-Fi but will when using GSM. 

GSM AI is also a collaborative cloud-edge model that can have a significant impact on the 
Communications Hub’s GSM operation and power consumption in much the same way it did for 
GPS. GSM is widely available, even sometimes at sea, so that is not the focus of 
the GSM AI. Also, and to repeat, the Communications Hub's collaborative AI 
will always opt to use Wi-Fi for wide-area communications when available for 
the reasons already covered. With that understanding and when GSM is the network choice, 
activating the GSM subsystem is a matter of managing whether a Communication Hub needs to 
send the data in its Datalogger on the scheduled ping or if it can be delayed and consolidated into 
a future ping. Sending ping Datalogger data is only necessary when there is information in the 
Datalogger that might be actionable by the Data Sharing Network, e.g., an unexpected geospatial 
position, an alert in the data, or anything unexpected. With that in mind, a Communications 
Hub’s AI might delay its normal GSM ping cycle for one or more cycles when the circumstances 
allow it to conserve power. The Communications Hub's AI can know approximately where the 
Communications Hub is at any point in time, whether or not its location has appreciably changed 
since its last ping cycle. Container movement within a terminal geofence might not be 
considered critical, and the AI opts to delay sending that data. AI can also know the data 
accumulated in its Datalogger since its last successful ping cycle, and while stationary, is 
relatively the same as data previously sent. Based on that, a GSM ping can be delayed until the 
Communications Hub’s circumstances change, e.g., a notable location change, actionable data 
from a Sub GHz peripheral arrives, a program-set maximum delay limit is reached, etc. A 
Communications Hub sitting in a terminal empty might execute its GSM ping once a day instead 
of once an hour for several days, or a Communications Hub in a loaded container might skip all 
of its overnight GSM pings. Note that the collaborative cloud AI is aware of what the 
Communications Hub’s embedded AI might be doing when a ping is skipped and can continue to 
record delayed pings in its database and report them in the User Interface, appropriately 
qualified, as needed. As noted, the cloud side AI has the potential to know what cargo is in any 
container, with access to the Blockchain data, and armed with that data, might intercede in the 
embedded AI-managed ping delay. The point of expounding upon this is to highlight that AI can 
have a significant impact on a Communications Hub’s GSM power consumption, and that must 
be reflected in the battery technologies analysis. 

At this point, the Communications Hub’s operation and related ping power consumption are 
described well enough to evaluate which of the target battery technologies is best suited to its 
operation and battery life target. The target battery technologies, again, are Alkaline, Zinc-
carbon, Zinc-chloride, Lithium iron disulfide, Lithium thionyl chloride, and possibly  Lithium 

Sulfuryl Chloride (Li-SO2CI2) in AA and 
AAA cell sizes when available. The 
analysis is relatively straightforward, a 
simple matter of calculating the area under 
the one-hour curve and multiplying that 
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time by the number of hours per day. Divide the total available battery power by the daily power 
demand to get the life of the battery pack in days. The initial analysis is set up in an Excel 
spreadsheet to get the process and flow worked out correctly and then captured in a more 
dynamic and interactive Python Program Model. 

The first step in the Excel spreadsheet is to capture the data for each of the battery sizes and 
chemistries that will be analyzed. That data was illustrated, for reference, earlier in this paper. 
Given the objectives of the Excel model, it will only analyze the chemistries in the table and only 
in AA cell format. The discrepancies between some of the data in earlier tables and the Excel 
table don’t need resolution until the data is committed in the final Python Program Model. 

 The Excel model indicates that battery chemistries with 3.6 volt cell outputs will have a physical 
advance in the Communications Hub’s enclosure, five parallel series strings of two cells each, 10 
AA cells in total, versus five parallel series strings of four cells each, 20 AA cells in total, when 
the battery cell output voltage is 1.5 volts. Note from the original battery technology data chart 
that Lithium Iron Disulfide has a distinct continuous output current advantage over the other 
battery chemistries in that table, three amps compared to around 200 mA for the others. The 
temperature inside of a cargo container can range from between -30°C and 57°C (35), (-20°F and 
135°F), so the two Lithium cell types seem to have an advantage, particularly relative to the low 
temperature of their operating ranges. Note that the inside temperature of a cargo container 
moving through the global supply chain can encounter ambient temperatures above 120°F and 
below -35°C in Northern Alaska (36). The temperature inside a Communications Hub, in those 
ambient conditions, will typically be a little warmer. Note the Communications Hub’s enclosure 
is designed to be IP-67 water resistant, so it’s relatively sealed and has no internal fan.  Both the 
continuous current demand and operating temperatures of the Communications Hub will require 

a more sophisticated analysis in the Python Battery Analysis Program Model. The Python 3.7 
code, developed by the author, an engineer-scientist, and its MySQL database are available upon 
request through the email address provided by this paper’s publisher. 

The battery life of different cell chemistries can vary widely depending upon the temperatures 
inside the enclosures they operate in. The thermal analysis carried 
out by the Python Battery Analysis 
Program is intended to help 
characterize the temperature impact 
on the different battery chemistries 
being analyzed in terms of both 
performance and operating life. The 
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